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abstract
We address the problem of discovering frequent items in unstructured P2P networks which is relevant
for several distributed services such as cache management, data replication, query refinement, topology
optimization and security. This study makes the following contributions to the current state of the art.
First, we propose and develop a fully distributed Protocol for Frequent Items Discovery (ProFID) where the
result is produced at every peer. ProFID uses gossip-based (epidemic) communication, a novel pairwise
averaging function and system size estimation together to discover frequent items in an unstructured P2P
network. We also propose a practical rule for convergence of the algorithm. In contrast to the previous
works, each peer gives a local decision for convergence based on the change of updated local state. We
developed a model of ProFID in PeerSim and performed various experiments to compare and evaluate
its efficiency, scalability, and applicability. The protocol’s resilience under realistic churn models was
studied. For evaluating the effect of network dynamics, we deployed our protocol on the Internet-scale
real network PlanetLab. We also compared the accuracy and scalability of ProFID with the adaptive
Push-Sum algorithm. Our results confirm the practical nature, ease of deployment and efficiency of our
approach, and also show that it outperforms adaptive Push-Sum in terms of accuracy, convergence speed
and message overhead.
© 2012 Elsevier B.V. All rights reserved.

1. Introduction
Several peer-to-peer (P2P) applications require a global view
of system information such as data access frequencies, item
frequencies, query/event counts, network size and system load
that are available locally and partially at peers. Frequent items
in a distributed environment can be defined as items with global
frequency above a threshold value, where global frequency of an
item refers to the sum of its local values on all peers. Frequent
items discovery (FID) in distributed environments such as P2P
networks requires global information computation in order to
achieve various tasks such as load-balancing, data replication,
query refinement and topology optimization [1]. Since each peer
knows only local frequencies of a subset of all items in the network,
peers need to communicate and exchange local information to
compute global frequencies. However, there are issues such as
choosing local items as well as peers to exchange these items
with. Therefore, efficiently discovering frequent items would be
a valuable service for peers. Being significant for P2P systems,
the FID problem has a general nature and is also applicable to
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distributed database applications, sensor networks, and security
mechanisms in which discovering frequently occurring items in
the entire system is useful.
There are various network applications such as cache management, search, query refinement, content mirroring, network topology optimization, denial of service attack detection and internet
worm detection that can utilize FID service. Table 1 gives some example applications and the meaning of an item in each case. For
example, in cache management, peers can put frequent items into
a cache to access them faster. This would reduce the average access time of peers significantly, assuming the probability of accessing frequent items is greater than accessing non-frequent items in
the near future. The FID protocol can also be used in sensor networks to detect anomalies and attacks. For example, assume there
are many movement sensors implanted in the ground which can
detect whether there is a moving object around or not. If most of
the sensors detect a moving object, then there might be the possibility of an attack. It can be used to detect anomalies in atmospheric
conditions via temperature sensors [2,3], and can also be used in
distributed data stream applications [4–8].
Contributions. We address the problem of frequent items
discovery in unstructured P2P networks. Our contributions are as
follows:
(1) We propose a fully distributed gossip-based protocol named
ProFID. As its novel features for frequent items discovery,
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Table 1
Usage of FID in some applications.
Area

Application

Meaning of an item

Distributed databases
Sensor networks
Internet security
Internet security

Cache management
Military attack detection
Worm detection
DDoS attack detection

P2P networks

Topology optimization

Keyword used in queries
Sensor value
Similar byte sequence
Destination address of
a packet
Contacted peer’s IP address

(2)

(3)

(4)

(5)

(6)

ProFID uses atomic pairwise averaging and system size estimation together to compute frequencies of items.
We introduce a practical convergence algorithm. In contrast to
the prior works, each peer gives a local decision for convergence based on the changes in local state updates. Converged
peers may list frequent items independently from other peers
in the network. Previous studies have either used a system
wide information for convergence, or have made a uniform
gossip assumption that would not be feasible in large-scale distributed systems.
We developed a model of ProFID [9] on PeerSim [10], and performed various experiments to measure its efficiency, accuracy
and scalability.
We developed a model of adaptive Push-Sum protocol for FID
on PeerSim, and compared it with ProFID in terms of convergence speed, message overhead and accuracy.
The protocol’s resilience under realistic churn models is studied, and an adaptive approach that aims to cope with peer dynamics by keeping track of neighbor peers’ states and improves
aggregation convergence speed under churn is proposed.
For evaluating the effect of network dynamics, we deploy our
protocol [9] on the Internet-scale geographically distributed
network PlanetLab [11]. Experimental results show its efficiency in terms of accuracy, and convergence with low message overhead.

Outline. The paper is organized as follows. We give an overview
of related work in Section 2. In Section 3, we describe the
system model, problem statement and parameters. Subsequently,
in Section 4, we present the principles and algorithms of ProFID.
Section 5 provides analytical findings about the convergence
of gossip-based atomic pairwise averaging. Section 6 describes
simulation methodology and performance metrics. In Section 7,
we provide performance results of our experimental evaluation
examining the efficiency of atomic pairwise averaging, ProFID
and its comparison with adaptive Push-Sum Protocol. Then, in
Section 8, ProFID’s resilience under realistic churn is studied and an
improvement is presented. In Section 9, resilience under network
dynamics is investigated with our PlanetLab deployment of the
protocol. Finally, conclusions and future work are summarized in
Section 10.
2. Related work
The FID problem can be handled in two parts, namely aggregate
computation and threshold mechanism. There exist gossip-based
and hierarchical approaches for aggregate computation, and
static (absolute) and adaptive (relative) schemes for threshold
mechanisms. In this section, we review related work on aggregate
computation, threshold mechanisms, and FID solutions.
2.1. Aggregate computation
Aggregate computation in distributed systems is a common
name for operations computing global information such as sum,
average, max, and min. It is an important step in popular item identification, since an item is identified as popular if its global value
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(sum aggregate) is above a threshold value. Aggregate computation
protocols need the properties of scalability, robustness and communication efficiency, to be applicable in real networks. In general,
there are two main approaches in aggregate computation techniques, namely gossip-based and hierarchical.
In gossip-based aggregate computation, the algorithm consists of
periodical rounds. In each round, each peer contacts one or a few
peers (i.e. neighbors) to exchange states. The algorithm finishes
in multiple rounds, and data is disseminated to the network like
an epidemic disease. In gossip-based protocols, there are three
communication styles used to exchange states: push-based, pullbased and hybrid push–pull. In the push-based model, each peer
chooses random peer(s) to send its state. In the pull-based model,
each peer chooses random peer(s) to receive their states, and in
the push–pull model, each peer chooses random peers both to
send and receive states. Key advantages of gossip-based protocols
are simplicity, scalability and high fault-tolerance properties.
Moreover, all peers have equal responsibilities, and hence the
system is inherently load balanced. Aggregate computation
operation is generally based on obtaining an information sample
and then combining the values in order to calculate global
values [12]. Due to random communication of peers, the results are
probabilistic rather than deterministic. However, it is convenient
to use gossip-based algorithms for aggregate computation, since
deterministic algorithms generally use a hierarchy which may fail
even with small disruptions such as node or link failures [13,14].
Several researchers have proposed decentralized gossip-based
protocols to compute aggregates. A well-known gossip-based data
aggregation protocol named Push-Sum is studied in [13] which
proposes a push-synopses protocol for aggregate computation and
analyzes scalability, reliability and efficiency of the approach. The
algorithm uses a single item and assumes that all peers are aware of
that item initially, meaning that even a peer, which does not have
the item, sets its local value to zero. Hence the Push-Sum algorithm
converges to the true result, if and only if all peers initially have
knowledge about all items in the system, which might be an
inconvenient requirement for large networks without centralized
agents. Moreover, the algorithm is based on the assumption of
uniform gossiping, that is each peer can communicate with every
other node in the network.
Another related work [15] proposes a fully distributed approach
for calculating aggregates using push–pull based gossip communication. Moreover, a theoretical analysis and empirical results of
convergence of the proposed algorithm are provided. However,
topology information is used while determining the termination
time which is not practical since topology information may not be
available at all peers. Kashyap et al. [14] present theoretical analysis of a gossip-based aggregation protocol by proposing a decrease
in message cost at the expense of a small increase in round complexity. According to the system model, each peer holds a single
value and gossip rounds are synchronized. Moreover, a node can
send a message to only one node (push-based) or receive from
only one node (pull-based). Furthermore, uniform gossiping is assumed. In [16], a non-uniform gossip-based aggregate computation technique is proposed. According to this technique, each peer
uses a certain probability to communicate with its neighboring
peer. Mehyar et al. [17] propose asynchronous distributed protocols for average aggregate computation using push–pull based
communication that are robust to dynamic topology changes, and
proves convergence of the protocols by analytical studies and experimental results. A peer counting protocol named T-SIZE based
on gossip-based aggregation is proposed in [18]. Similar to ProFID,
T-SIZE also uses a convergence mechanism. Another study [19]
suggests an efficient gossip-based technique for aggregate computation in wireless sensor networks, yet they use the broadcasting property of wireless sensor networks which reduces its
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applicability in P2P settings. A novel approach based on the evaporation of aged aggregated values for dealing with network dynamics in diffusive gossip-based aggregation has been proposed in [20].
In most of the scenarios, the approach is shown to be more accurate than the epoch-based approaches based on periodic restarts.
In the context of grid networks, aggregation has been used to reduce the amount of resource information exchanged and to make
scheduling decisions [21]. Likewise, another study uses aggregated
resource information to save data transfers in grid systems [22].
In hierarchical aggregate computation, a virtual hierarchy is
constructed by either giving some tasks to some specific peers or
forming an infrastructure and passing local aggregates to upper
levels till the whole aggregate values are merged at the root peer
of the infrastructure. Since the information is aggregated over a
hierarchy, if a failure occurs in an upper level peer, then all the
aggregate information arriving at that peer will not be able to reach
the root node. Hence, a lot of aggregation information will be lost
even in the case of a single peer failure.
An approach in hierarchical aggregate computation [1] forms an
infrastructure from the most stable peers to calculate the aggregate
information. Study [4] also constructs a virtual infrastructure
which has some monitor nodes monitoring frequency counts
of a specific stream, and a unique root node which monitors
the frequent items. Even though the aggregate information is
not calculated directly, popular items are identified by using an
infrastructure to control communication of peers. Another study
[3] computes the aggregate values by giving some specific tasks to
some chosen peers in the network. Furthermore, [23] introduces
a hybrid solution to compute aggregates in sensor networks,
which uses strengths of both gossip and tree aggregation protocols
together. Using a hierarchy is risky as failure in the root peers
or upper level peers in infrastructures or responsible peers in
a task-based hierarchy may cause undesirable results such as
losing all pre-computed aggregates, and constructing the hierarchy
again and again. Hence hierarchical aggregation needs a recovery
mechanism as opposed to the gossip-based aggregation.
2.2. Threshold mechanism
Threshold is the parameter that differentiates the FID problem
from aggregate computation. Through user/application defined
threshold value, frequent items can be discriminated from
infrequent items. If an item occurs more than the threshold, then
it is called a frequent item, otherwise infrequent. In order to
discover frequent items in a set, a reasonable threshold must be
chosen. There are several studies that use a threshold mechanism
in distributed systems. In [3], threshold is used in monitoring
applications such that if an item’s frequency exceeds the threshold,
then it is monitored to inform the user. The problem is to decide
when and how frequently to inform monitor nodes in order to
output frequent items continuously with a minimum message
overhead in the network. Other studies [1,4] use threshold
to discriminate frequent items from infrequent items, as well
as to prune infrequent items during an algorithm to reduce
communication cost. Another study [24] uses threshold just to
discriminate frequent items from infrequent items.
The simplest threshold mechanism is to differentiate frequent
and infrequent items using a single threshold value (see Fig. 1(a)).
Besides, an indecisive region can be defined which includes
frequencies around the threshold and helps to reduce erroneous
decisions. Lahiri and Tirthapura [24] use such an approach
to prevent taking wrong decisions on boundaries as shown
in Fig. 1(b). In general, determination of the threshold can
be categorized into two groups based on whether it has a
predetermined or a data dependent value. If the threshold is
determined independent of data, it is called the absolute threshold.

Fig. 1. (a) Regular threshold. (b) Lahiri’s threshold.

If the threshold is determined based on the distribution of data,
then it is called the relative threshold.
In the absolute threshold mechanism, threshold is determined
before the algorithm starts and it is commonly used in monitoring
applications. The following examples are appropriate for using the
absolute threshold mechanism: raising an alert when the average
temperature is above 60° C in a region (might be an indicator of a
fire) or raising an alert when the total number of cars on a specific
highway exceeds a certain value. This value can be obtained after
some observation and it might be different for each highway
(might be an indicator of traffic congestion in that highway) [3].
In the relative threshold mechanism, peers do not know about
the item distribution. Hence, predetermining the threshold is not
possible. Peers determine the threshold after the calculation of
frequencies of items. For instance, a peer may set the threshold
to the average or median of frequencies of all items it knows. A
relative frequency mechanism is more appropriate for applications
in which estimation of item distributions is troublesome.
2.3. Frequent items discovery
The frequent items discovery (FID) problem has been studied
for data streams, distributed databases and network monitoring.
First a deterministic algorithm for data streams is proposed
in [25]. Algorithms named Sticky sampling and Lossy counting
for identifying items whose frequency exceed a user-defined
threshold are proposed in [5]. They find approximate frequencies,
and the error rate is bounded by a user-specified parameter.
They also propose an algorithm to optimize finding frequent
items in a single pass. However, if the data set is highly skewed,
the algorithm may result in high error rates. Even though
their algorithms are efficient and applicable for the discovery
of frequent items in data streams, it is a centralized algorithm
and not suitable for large-scale P2P systems. Manjhi et al. [4]
propose an algorithm to find approximate frequent items in
distributed data streams. Data streams are composed of item
occurrences with time stamps and recent items are given more
importance while discovering frequent items. The aim is to
output approximate frequencies of items whose true frequencies
exceed a user-specified threshold. In order to accomplish that, a
hierarchical communication structure is constructed. Moreover,
the concept of precision gradient is introduced in order to
minimize communication overhead. Algorithms for FID in data
streams and their baseline implementations are described in [6].
Experimental evaluation on different data sets is also performed
in order to figure out how practical their implementations are. An
algorithm for the problem of distributed monitoring is proposed
in [3,7] in which the goal is to monitor all items whose frequency
is above a threshold value within specified accuracy bounds. They
use a hierarchical approach. However, since the frequent item
information is only available at a single node, this work is subject
to a single point of failure.
In-network filtering (netFilter) [1] is a technique proposed for
obtaining exact frequent items. It consists of two phases named
candidate filtering and candidate verification. In order to calculate
the aggregates, a tree-based hierarchy composed of stable peers
is formed, and the most stable peer is chosen as the root of the
hierarchy. This is done to make the algorithm more stable, since
tree-like structures are not robust against failures. The basic idea
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is to form item groups and calculate the aggregates of item groups.
If item group frequency is below the threshold, then all items
in that group fail to be a candidate, otherwise items are chosen
as candidates (for being frequent items). They theoretically show
how to optimize parameters of the proposed approach such as
group size, and filter size, and give the effects of parameters on
the performance of the algorithm. However, this approach is not
practical and easy to deploy for large-scale distributed settings.
A uniform gossip based technique for disseminating the local
information of each peer is proposed in [24]. Theoretical analysis
is provided for correctness of the approach and the time for
convergence. Since gossiping is used for data dissemination, the
result is probabilistic as opposed to the netFilter technique [1].
However, thanks to gossiping, there is no need for a central control
or underlying network structure which makes the algorithm
simpler. In order to identify frequent elements, a threshold
mechanism is used, and by using sampling, the communication
load is decreased. Moreover, a space efficient data representation
named sketch is used to store aggregate values efficiently.
However, the uniform gossip assumption of the study makes
it infeasible for large-scale P2P systems, and implementation
or algorithm details of the technique was not available for
comparison.
Preliminary results of our gossip-based approach for frequent
items discovery were presented in our earlier work [26]. Our current study improves by extensive performance results, comparison with the adaptive Push-Sum algorithm, illustrative examples,
discussion of analytical findings, churn analysis and PlanetLab deployment, as well as algorithmic details, design approach, and
threshold mechanisms.

Fig. 2. Sample three peers with local frequencies of movie items queried/searched.

Considering the size of large-scale P2P networks, including all
peers in the FID computation is not practical. Therefore, a sampling
service is a crucial building block for computations in largescale networks. Network/graph sampling is an active research
area in various disciplines such as sociology, bio-informatics, and
marketing as well as computer science [30–33]. The sampling
mechanism is not within the focus of our study. In fact, we focus on
efficient communication mechanisms for FID in unstructured P2P
networks given the peers that will be included in the computation.
Therefore, the reader can interpret the network as the sample
network in this context.
3.2. Problem statement
Consider a network consisting of N peers denoted as P =
{P1 , P2 , . . . , PN } and M item types denoted as D = {D1 , D2 , . . . ,
Dj , . . . , DM }, where Dj has a global frequency gDj . Parameters N , M,
and g are system-wide information, hence they are unknown to all
peers a priori.
Let each peer (Pi ) has a local set of items Si ⊆ D and each local
item (Dj ) has a local frequency fi,Dj such that

3. ProFID: system model and problem statement
gDj =
We propose a gossip-based fully distributed approach with
pairwise averaging function for discovering frequent items in
unstructured P2P networks. Utilizing a pairwise averaging function
with gossip-based aggregation and a practical convergence rule
are novel features of our approach. In this section, we present
the system model, problem statement and an illustrative example
describing the parameters used.
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N


fi,Dj ,

Dj ̸∈ Si H⇒ fi,Dj = 0.

(1)

i =1

The aim is to find (at all peers) all items with frequency
above threshold T (see Eq. (2)) as efficiently as possible with low
communication overhead and high accuracy:
F (T ) = {Dj |gDj ≥ T , j ∈ 1, 2, . . . , M }.

(2)

3.3. Illustrative example
3.1. System model
We consider an unstructured P2P network consisting of N
peers with unique identifiers. Every peer knows only a subset
of other peers, namely its neighbors in the network. In order to
have knowledge about system wide information, peers have to
collaborate and obtain information about all peers’ states in the
network. In order to collaborate and communicate, peers need
to know the identifiers of their neighbors. This neighborhood
relation determines the topology of an overlay network which is
a non-directed graph. Peers communicate mutually by push–pull
gossiping via periodic rounds. Round duration determines how
often a peer sends a local state to its neighbor(s). It should be
long enough (more than max round trip time (RTT) between any
two peers) to complete a push–pull communication. Since peers
use clocks to perform periodic operations only, it is not necessary
to synchronize their local clocks. We also assume that peers may
leave (intentionally or due to failures) or join the network at any
time. In the presence of Network Address Translator (NAT) or
similar mechanisms, the technique of hole punching can be used
that allows peers to set up direct connections with each other even
if both peers are behind a NAT and firewall. Hole punching is a
simple, robust and practical NAT traversal technique commonly
used in P2P communication as described in [27–29].

To illuminate the system parameters, we give an example
explaining the way we can use FID in cache management
service of a distributed database. As shown in Fig. 2, consider
three peers representing local movie databases distributed in
different countries. Items at each peer correspond to the name of
movies queried/searched by clients and frequency of each item
corresponds to the number of queries that include the item.
The system parameters for this example can be written as given
in Table 2. After running a FID protocol with threshold 8000,
all the movies in the system queried more than the threshold
value are found. In this example, protocol needs to output Avatar.
Peers may actually utilize this information to cache frequently
queried/searched movies in order to access them in a shorter time
because clients will probably query these movies more than others
in future, at least for a period of time.
4. ProFID: protocol algorithms
Being a frequent item is directly related to the global frequency
of that item, and a straightforward way of calculating the global
frequency of an item is to use a sum aggregate function. However,
due to the random nature of communication in gossip-based
algorithms, computing global frequency using a sum aggregate
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Table 2
Parameters of distributed database example.

Table 3
Algorithm parameters.

Global parameters (unknown a priori):
P = {P1 , P2 , P3 }, N = 3
D = {Avatar , The Hurt Locker , Epic Movie}, M = 3
g (Avatar ) = 10,000
g (The Hurt Locker ) = 6000
g (Epic Movie) = 3700
P1 ’s local parameters:
S1 = {Avatar , Epic Movie, The Hurt Locker }
f1,Avatar = 4500
f1,Epic Movie = 20
f1,The Hurt Locker = 3200
P2 ’s local parameters:

Parameter
name

Parameter
type

Description

T
fanout

User defined
Protocol

mms
ui
convLimit

Protocol
Protocol
Convergence

ε (epsilon)

Convergence

Threshold
Number of peers to whom to send gossip
message at each round
Maximum gossip message size a peer can send
Unique item used in system size estimation
Number of successive rounds a peer needs to
satisfy epsilon condition (see the definition in
Section 4.3) in order to converge
Parameter used to determine epsilon condition

Algorithm 1: ProFID

S2 = {Avatar , Epic Movie, The Hurt Locker }
f2,Avatar = 500
f2,Epic Movie = 3500
f2,The Hurt Locker = 800
P3 ’s local parameters:

3

S3 = {Avatar , The Hurt Locker }
f3,Avatar = 5000
f3,The Hurt Locker = 2000

4

Input: fanout, mms, ui, conv Limit, ε , T , S
Output: F : set of frequent items
Initialize
conv erged=false, prev SizeEstim=0, conv Counter=0
if Initiator then
S.add(ui,1)

5

1.Gossip(periodically do)

1
2

6
7

function is problematic since local values of peers may contribute
to the sum more than once during the computation. For this reason,
we propose an approach that uses an atomic pairwise average
aggregate function along with system size estimation to compute
global frequencies of items.
An atomic pairwise averaging function computes the global
average of an item Dj , gaDj , which is defined as follows:

8
9
10

2.Handle incoming messages

11

messg=accept()
if messg.Type == push then
av g = AVERAGE(S, messg)
S.update(av g)
send(pull,av g, messg.Sender)

12
13
14
15
16

gaDj =

N
1 

N i=1

17

fi,Dj .

(3)


gDj = N · gaDj = N

N
1 

N i=1


fi,Dj

.

(4)

In general, gossip algorithms can be considered in terms of
decisions regarding:
(1) To whom gossip messages to send
(2) What to perform when a message comes in
(3) When to stop (convergence rule).
In ProFID, all these decisions are taken locally, and peers do
not know any system wide information such as topology and
system size, initially. Descriptions of the ProFID algorithm input
parameters are given in Table 3. Algorithm 1 shows initialization
(lines 1–4), periodic gossip send operation (lines 5–9) and handling
of incoming messages (lines 10–20). In the initialization, each peer
sets up its local state S, and the initiator peer also adds an item to its
local state with unique id ui and frequency 1 (S · add(ui, 1)). Then,
gossip rounds start and each peer sends its state to fanout number
of neighbors periodically. The algorithm continues until every peer
decides that it has converged. As a result of query (lines 21–23),
the output of at each peer is F (set of frequent items). Details of the
ProFID algorithm are explained in the following subsections. These
include the atomic pairwise averaging, system size estimation
technique, convergence rule and threshold mechanism.
4.1. Atomic pairwise averaging
In order to calculate global frequencies of items, we use
pairwise averaging with system size estimation. Our pairwise

else if messg.Type == pull then
S.update(messg)

20

recipSizeEstim=messg.getVal(ui)
if ISCONVERGED(conv Limit, ε , recipSizeEstim) then
conv erged=true

21

Query

22

F ={item| item ∈ S,

23

1
≥T }
S.getAvgFrequency(item)* recipSizeEstim

18
19

Then, using atomic pairwise averaging, we estimate system size
N to compute the global values of items:

if !conv erged then
targets = chooseNeighbors(fanout)
for i=1:fanout do
send(push, message(S,mms), targets(i))

averaging function uses a push–pull scheme. That is, in each gossip
round a peer sends its state (in a push message) to a fanout number
of target peer(s) (lines 5–9). On receiving a push message, a target
peer performs an averaging operation using its own state and
incoming state, then replies the average of incoming items (in a
pull message) back to the sender (lines 10–15). Then, the sender
updates its state. By this way, a single push–pull based pairwise
averaging operation is completed. In order to prevent misleading
calculations, this operation must be performed atomically.
Fig. 3 illustrates an example push–pull based non-atomic
pairwise averaging operation. Assume that the system has a single
item named item1 with global frequency 10 and initial local
frequencies are f1,item1 = 3, f2,item1 = 5, f3,item1 = 2. First, P1
sends a push gossip message to P2 . Then, P2 performs averaging
operation, updates the local frequency of item1 to (3 + 5)/2 = 4,
and sends updated frequency back to P1 . After that, P3 sends a push
gossip message to P1 and it reaches to P1 before the pull gossip
message sent by P2 . P1 updates the local frequency of item1 to
(3 + 2)/2 = 2.5 and sends it to P3 . Then, P1 receives the pull gossip
message sent by P2 and updates the local frequency to 4. Finally, on
receiving the pull gossip message, P3 updates the local frequency to
2.5. At the final state, both gossiping operations are completed but
the global frequency of item1 changes from 10 to 10.5. Hence, mass
conservation, conservation of the global values of items before and
after a gossip operation in case of no message loss or peer failure,
does not hold any more.
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converge to 1/N that is used to estimate system size N. Robustness
of the protocol depends on the accurate estimation of N. In order
to handle early failure of the initiator peer (or its neighbors) and
improve the robustness of estimation, our approach is to make
sure that ui is initially distributed to a few peers in the system.
By this way, leaving of a single peer holding the ui item initially
would not affect the accuracy of system size estimation. The more
stable peers to which the ui item is distributed initially, the more
probable that system size estimation error due to early peer failure
is lower. However, the problem of identification of stable peers in
unstructured P2P networks is outside the scope of this study.
4.3. Convergence rule

Fig. 3. Illustration of operation order of a non-atomic pairwise averaging.

Since the latencies of messages are very dynamic in real life
scenarios, we use a buffer mechanism in order to implement
atomicity of pairwise averaging. Whenever a peer sends a push
gossip message to another peer, all the requests coming into that
peer or push operations to other neighbors (in case of fanout > 1)
are buffered until the reply of the push message comes in. To deal
with message losses, we use a timeout mechanism. For the example
in Fig. 3, P1 sends a push message to P2 and starts waiting for the
corresponding pull message. A push message which came from
P3 is not replied immediately, but buffered. Whenever the reply
reaches to P1 from P2 , P1 updates its state, and then processes the
next event in the buffer by performing pairwise averaging and
sending a pull message to P3 . Then, P3 receives the pull message
and updates its state. At the final stage, global frequency of item1
is still 4 + 4 + 3 = 10, and hence mass conservation holds.
When two peers send push messages to each other simultaneously, we solve this deadlock problem by preventing circular wait
involving these peers. In this case, peers can detect the deadlock
when they receive a push message from the peer that they wait
for a pull message. Then, both peers perform an averaging operation using local and incoming state, without sending a pull message
back to the sender. In the case of circular wait including more than
two peers, deadlock is solved by a timeout mechanism to preempt
waiting peers. If timeout occurs, peers cancel the current operation
and continue with the next operation in their buffer.

In ProFID, peers use parameters ε and convLimit to determine
whether the algorithm converged and frequent items results are
available. The idea of convergence is simply to compute similar
frequency values for at least a time length of convLimit consecutive gossip rounds. Here, computing similar frequency means getting two average frequency estimation values that change at most
ε percentage in consecutive rounds of the algorithm. The convergence check in Algorithm 1 (lines 18–20) uses convergence rule
steps (Algorithm 2: ISCONVERGED).
When a similar frequency is calculated, then a counter (initially
zero) is incremented. Otherwise, the counter is reset to zero.
Whenever, the counter reaches convLimit value, then the peer
decides that the algorithm converged and can use frequent items.
Since the initial distribution of an item does not affect the
convergence speed [15], we use ui value’s average frequency
estimation to determine the convergence of the algorithm.
Convergence rule. Let θt be the average frequency estimation
of item ui at time t. Epsilon condition is checked at each gossip
round and convCounter is updated accordingly. Whenever the
convCounter reaches to convLimit, then the peer decides that the
algorithm has converged.
Definition (Epsilon Condition). A peer satisfies this condition if the
current frequency of ui at that peer changes at most ε percentage
after the previous gossip:

θt − θt −1
≤ ϵ.
θt −1

Algorithm 2: ISCONVERGED: ProFID convergence rule

1
2

4.2. System size estimation
Since system size N is a global parameter, it is not known by
any peer a priori. In order to estimate the system size, we use
gossip-based aggregation due to its ease of adapting to our protocol
and its advantages. It is easily adaptable because ProFID already
uses a gossip-based aggregation technique to compute the global
frequencies of items. Among different approaches for system size
estimation such as sample & collide [34] and hops sampling [35],
gossip-based aggregation [15] is beneficial since it is the only
algorithm in which the result is computed at each peer as opposed
to others in which the result is computed only at the initiator
peer. A comparative study of these approaches has been conducted
in [36] using performance metrics such as scalability, accuracy,
message overhead, and reactivity to changes.
In ProFID, an initiator peer adds a unique item named ui in
its local items, and sets the frequency value of ui to 1. Since only
one peer has that unique item, the average frequency of ui would

(5)

Input: conv Limit, ε , θ
Output: conv erged: boolean representing convergence
if θt −1 ̸= 0 and isSatisfied(Epsilon condition) then
conv Counter ←− conv Counter+1

4

else
conv Counter ←− 0

5

θt −1 = θt ;

3

6

return conv erged || conv Counter==conv Limit

As shown in Algorithm 2, convCounter is not incremented
when θt −1 = 0. This condition is used to prevent misleading
convergence decisions at the initial rounds of the algorithm. All
peers, except initiator, have an initial value of zero for ui frequency,
so they will exchange zero value with neighbors at the beginning
of the algorithm till the non-zero ui frequency is distributed to the
system.
Convergence of a peer is checked after each receipt of push/pull
gossip messages (Algorithm 1, lines 18–20). On receiving a
push/pull gossip message, the peer uses the convergence rule to
decide whether it converged or not, and takes actions accordingly.
If the peer decides that it converged, it stops sending push
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5. Discussion: analytical findings

Fig. 4. Centered threshold.

gossip messages to its neighbors, yet it continues to reply to
incoming push gossip messages in order to contribute to other
peers’ convergence. Replying push gossip messages may continue
a few more rounds, since peers converge approximately at the
same round. Once a peer is converged, it stays at the converged
state. That is, it cannot change its state to not converged since
convergence means the result for frequent items is computed
(Algorithm 1, line 22) and sent to the application process.
Note that depending on the number of local item types at a peer
and the maximum size of a gossip message (mms), the convergence
rule is applied as follows. For the number of local item types less
than or equal to mms value, a peer can send all information on
its local state in a single push message, and the convergence rule
is always applied. On the other hand, if the number of local item
types is larger than mms, then a peer can send information about
min (current number of local items, mms) items in a push message.
Items to be sent are chosen uniformly randomly. If the ui item
is among those randomly chosen items, the convergence rule is
applied normally. However, if the ui item is not chosen, then atomic
pairwise averaging is performed but the convergence rule is not
applied. In other words, the convLimit value remains unchanged.
ProFID is designed as a fully distributed protocol, and each
peer makes a local decision about convergence. Although a related
study [15] uses gossip operations for averaging, their algorithm
termination uses topology information which may not be available
at all peers initially. On the other hand, ProFID uses no systemwide information which makes it more practical, easy to deploy
and less costly. Another related work [13] gives a probabilistic
upper bound on the number of rounds for all peers to converge.
This upper bound depends on system size and accuracy. It is
shown theoretically that the more the algorithm runs, the more
probable it is to get correct estimations. However, the problem
in the proposed algorithm is that peers may not have knowledge
about all items in the network, which would cause accuracy drop.

In this section, convergence of the gossip-based atomic pairwise
averaging is discussed. Each peer periodically exchanges its state
with neighbors until the ui item of the peer does not change
more than ε % in convLimit consecutive rounds. Then, in order to
calculate the frequencies of items, the average frequencies of items
is multiplied by the estimated system size. Due to the probabilistic
nature of gossip-based algorithms, one can provide only an upper
bound on the error.
We consider a network with a single item distributed to
multiple peers. Define a vector w whose elements represent the
local frequencies of the item on each peer [15]:

w0 = w0,1 + w0,2 + · · · + w0,N

(6)

where wi,j is the frequency of the item at round i on peer j.
Consider a function avg which takes wi as input and replaces two
random elements with the average of those elements in place
for N times as described in Algorithm 3 (see also Eq. (7)). For
simplicity, we analyze uniform gossiping meaning that every peer
may communicate with every other peer in the system:

wi+1 = avg(wi ).

(7)

Algorithm 3: avg operation

1
2
3
4
5

Input: wi : input vector
Output: wi+1 : output vector
for n ← 1 to N do
j,k ← choose two random elements from [1, N ]

wi,j ← wi,k ←
wi+1 ← wi
return wi+1

wi,j +wi,k
2

Note that avg operation is performed atomically in ProFID, and
hence performing multiple avg operations in a single round does
not create a problem. In contrast, it speeds up the convergence. The
avg function does not change the mean of the vector elements:

w0 = wi

(8)

where wi , the mean of the vector elements at round i, is

wi =

N
1 

N k=1

wi,k

(9)

4.4. Threshold mechanism

and the variance of values at round i is

Threshold is the parameter used to differentiate the frequent
items from infrequent items. As mentioned in Section 2.2, two
types of thresholds have been used in literature for the FID
problem: (1) regular threshold in which there is a single value that
separates the frequent item region from infrequent item region,
and (2) Lahiri’s threshold [24] in which an indecisive region is used
to prevent taking wrong decisions on boundaries. In the latter, if
the frequency of an item is larger than the upper bound of the
region, then the item is considered as frequent. On the other hand,
if item frequency is less than the lower bound, it is considered as
infrequent. Finally, if it is in the indecisive region, the algorithm
does not give any decision.
We propose another threshold technique, namely centered
threshold, inspired by Lahiri and Tirthapura [24] but the indecisive
region is shifted to the right so that threshold is centered as
shown in Fig. 4. We compared the accuracy of all three techniques.
The centered threshold performs better in ProFID, since estimated
frequency of an item might be more or less than the actual
frequency due to our convergence rule.

σi2 =

1

N

(wi,k − wi )2 .

N − 1 k=1

(10)

Eq. (10) implies that if σi2 is zero, each peer keeps the correct
average value. Hence, the aim is to minimize σi2 . For the purpose
of analysis, centralize the initial vector. In other words, remove the
mean of the vector elements from each element:

w0,k = w0,k − w0 ,

k = {1, 2, . . . , N }.

(11)

This is just to simplify the following equality, for any vector w
E (σw2 ) =

N
1 

N k=1

E ((wk − w)2 )

(12)

where wk and w are the kth element of w vector and the mean of
w vector elements, respectively. If the elements are independent
random variables with zero mean, then we can rewrite Eq. (12) as:
E (σw2 ) =

N
1 

N k=1

E (wk2 ).

(13)
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Using Eqs. (11) and (13), it can be concluded that if the expected
value of σw2 goes to zero, that means the variance of the vector
elements tends to zero and all elements will converge to the actual
average w0 .
Lemma. Let w ′ be the vector obtained after replacing wi and wj by
wi +wj

in vector w . If w is composed of uncorrelated random variables
2
with mean 0, then the expected value of reduction in σw2 is given by


E (σw − σw′ ) = E
2

N − 1 k=1


=E

N


1

N − 1 k =1



1

w −2
2
i

N −1





1
N −1
1

2(N − 1)



wk

wi2 + wj2

2

2


+w

2
j

(16)


(17)

2

E (wi2 ) +

1
2(N − 1)

Parameter

Value

Parameter

Value

Parameter

Value

N

1000
10

M
mms

100
100

convLimit
fanout

10
1

ε

Table 5
Simulation parameters.

[1, N ] Zipf Distribution (ρ = 0.271)
Power law (p = 4)

(14)

(15)

wi + wj

Table 4
Default parameter values.

Frequencies of items
Distributions of items


′2

N − 1 k=1

=E

=

w −
2
k


N

2
′2
(wk − wk )

1



=E

N


1

2
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E (wj2 ).

as scale-free Barabasi–Albert (BA) and random were used in the
experiments. The pioneering study of scale-free networks [39]
shows that the BA model produces a power-law distribution
known as the internet-like topology. While constructing the
network, we set the BA model parameter to 5 so that the average
node degree is around 10 as commonly used in the literature
[40,41]. Each link delay is independent and uniformly distributed
between 2 and 100 ms and timeout is 300 ms. We set the gossip
round length to 1 s which is sufficient for a gossip operation to be
completed. The data points presented in graphs are the average of
50 experiments.

(18)

Note that Eq. (17) is obtained from Eq. (16) using the fact that

w contains uncorrelated random variables, and hence satisfies
E (wi wj ) = E (wi )E (wj ) = 0.

Moreover, note that the obtained result is always positive
so each avg operation will reduce the variance. Therefore, the
variance will be approximately 0 if avg operation is applied a
sufficient number of times. It is why this operation is seen as an
elementary variance reduction step in [15]. Remember that avg
also preserves the sum. Hence, considering these two properties, it
can be concluded that each value in the vector will approximately
converge to the actual average. Convergence rate of avg operation
depends on several factors such as network size, overlay topology,
churn characteristics, neighbor selection technique, and initial
item frequency distribution. Therefore, it is not trivial to determine
the exact number of avg operations needed to reduce the variance
to approximately 0 in advance.
6. Simulation methodology and performance metrics
We developed models for ProFID [9] and adaptive PushSum protocols on the PeerSim simulator [10]. The behavior and
performance of atomic pairwise averaging and ProFID have been
evaluated through extensive large-scale distributed scenarios (up
to 30,000 peers). Furthermore, we compared ProFID with the
well known Push-Sum protocol [13] that we adapted to the FID
problem. The default parameter values (unless stated otherwise)
are given in Table 4.

6.2. Performance metrics
We consider the following performance metrics in our analysis:

• Accuracy: This metric measures how well the estimated result
approximates the actual result. We analyzed two types of
accuracy: accuracy of average item frequencies, and accuracy
of discovering items as frequent or not.
• Number of rounds (to converge): This measures how fast the
algorithm converges. The effects of convergence parameters,
average degree of peers, and number of peers on convergence
speed have been analyzed.
• Messages sent per peer: This measures the message cost and
energy efficiency of the algorithm. The effects of convergence
parameters and average degree of peers have been analyzed.
We also analyze effects of the following protocol parameters:

• epsilon and convLimit: The effects of these convergence
parameters have been analyzed in terms of the number of
rounds to converge and average number of messages sent
per peer. Relative error has also been analyzed for different
combinations of convergence parameters.
• mms: This parameter determines the maximum size of a
gossip message. Its effects on convergence speed and network
overhead have been analyzed.
• fanout: This parameter defines the number of peers to whom
gossip messages will be sent at each round, and its effects on
the convergence speed have been analyzed.
• T : Threshold parameter is used to differentiate frequent items
from infrequent items and the effects of different threshold
mechanisms on accuracy have been analyzed.
7. Performance results

6.1. Simulation methodology
Popular P2P services such as Freenet, Napster and Gnutella have
been analyzed in several studies to observe the characteristics of
P2P networks. The open architecture and self-organizing structure
of the Gnutella P2P file sharing network make it a remarkable real
life system to study. We use characteristics of the Gnutella network
in terms of item distribution and popularity (Table 5). We set the
global frequencies of items using zipf-like distribution with skew
factor 0.271 [37,38], and distribute those items to the network
using a power-law with exponent 4 [38]. Different topologies such

In this section, we provide performance results examining the
efficiency of (1) atomic pairwise averaging, (2) ProFID, and (3) its
comparison with Adaptive Push-Sum Protocol.
7.1. Efficiency of atomic pairwise averaging
We evaluate the performance of atomic pairwise averaging.
For this purpose, we exclude the convergence rule of ProFID, and
basically a peer compares the actual average of each item with its
corresponding estimated average while deciding convergence.
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Fig. 7. Effect of fanout on number of rounds to converge.
Fig. 5. Number of gossip rounds to converge.

Fig. 8. Effect of fanout on number of gossip messages sent per peer.
Fig. 6. Effect of link drop probability on the accuracy of pairwise averaging.

Scalability: Fig. 5 depicts the scalability of ProFID in terms of
time complexity. The number of gossip rounds needed for the
convergence of all peers in the system is measured to examine the
time complexity of ProFID as the network size scales up to 30,000
peers. These results confirm the scalability of our system in terms
of the time needed for convergence. In fact, our results agree with
the O(log N ) time complexity of epidemic dissemination [42].
Link failures: Fig. 6 illustrates the relative error of the
pairwise averaging in case of link failures and message losses.
The message loss probability of each link is independent and
identically distributed. Relative error is calculated by computing
the percentage error of each item frequency at each peer and
then averaging those values. Relative error is even less than 1%, in
case of 5% message drop probability, which shows that pairwise
averaging is robust against message losses. Loss of push gossip
messages does not affect the relative error since neither the source
nor the destination updates their states. It will only slow down the
convergence speed. On the other hand, loss of pull gossip messages
directly affects the accuracy of the algorithm because the peer
sending the pull gossip message has already updated the local
state yet the pull target could not update; and hence, the mass
conservation property is violated.
Effect of fanout: The effect of fanout on convergence speed is
illustrated in Fig. 7. For larger values of fanout, the algorithm
converges faster since a peer exchanges its state with more
neighbors and its state is disseminated faster to the network.
Fig. 8 depicts that the total number of messages sent per peer
increases slightly with increase in fanout. This might be due to the
fact that redundant messages would delay the convergence time
as discussed in [43]. Note that while setting the value of fanout,

the gossip round length should be considered so that peers can
complete all operations within a single gossip round.
7.2. Efficiency of ProFID
We analyze the efficiency of ProFID in terms of message
complexity, convergence speed, and accuracy based on the system
parameters.
Effect of convergence parameters: We evaluate the effects of
convergence parameters, namely ε and convLimit, on the efficiency
of ProFID. Fig. 9 shows that increasing ε decreases both the
average number of messages sent per peer and the number of
rounds to converge because the convergence rule increments
the convCounter value with greater probability, which results in
faster convergence. Since the algorithm converges faster, peers
communicate less and the average number of messages sent per
peer decreases. In contrast to ε parameter, increasing convLimit
increases both the average number of messages sent per peer and
the number of rounds to converge because convCounter needs to
be incremented more to reach convLimit (see Fig. 10).
Fig. 11 illustrates the effects of convergence parameters ε
and convLimit on the number of rounds to converge. The fastest
convergence occurs whenever the ε parameter takes its largest
value and convLimit takes its smallest value. The result agrees
with the convergence rule because the larger ε is, the greater
the probability to increment convCounter at each ui update and
hence faster convergence. On the other hand, the smaller convLimit,
the faster convCounter reaches to convLimit. Convergence occurs,
when the convCounter value reaches convLimit. Note that there
is a tradeoff between convergence speed and accuracy. Hence,
the user should select convergence parameters depending on the
application requirements so that the required accuracy is achieved.
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Fig. 9. Effect of ε on number of rounds to converge and average number of
messages sent per peer.
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Fig. 12. Effect of average degree on rounds to converge and average number of
messages.

Fig. 10. Effect of convLimit on number of rounds to converge and average number
of messages.
Fig. 13. Effect of mms on convergence speed.

Fig. 11. Effect of convergence parameters on relative convergence error.

Effect of average degree: Fig. 12 illustrates the effect of average
degree of peers on the number of rounds to converge. Increased
connectivity of the network decreases the number of rounds to
converge. This indicates that optimum results would be taken in
complete graphs, as shown in [13]. This result is also an indication
of faster convergence in uniform gossiping in which every peer
has full membership knowledge. However, this assumption is not
feasible in large-scale networks.
Effect of mms: In ProFID, the gossip message size is limited by
using a parameter named mms, which represents the maximum
number of ⟨itemId, freq⟩ tuples (a.k.a. item in this context) sent
in each gossip message. A peer chooses that many items from
its state and puts them into a gossip message to be sent. Fig. 13

Fig. 14. Effect of mms on average number of messages sent per peer.

shows the number of rounds it takes to converge, if items are
drawn uniformly randomly from the local state. Convergence time
is conversely proportional to mms because it takes more time to
distribute items to the system if each peer distributes less items in
each gossip message. Fig. 14 depicts the effect of mms on message
overhead. Since peers converge faster for larger mms, on the one
hand, the average number of messages sent per peer decreases, but
on the other hand, a gossip message size increases.
Effect of M: In these experiments, gossip message size mms is
set to 100, and there exist M item types in the system. Recall that,
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Fig. 16. Statistical measurement results.
Fig. 15. Effect of M on rounds to converge and average number of messages.

for item frequencies and distributions, we use characteristics of the
Gnutella network as given in Table 5. Fig. 15 shows the effect of
the number of item types (M) on the convergence time of ProFID
and the average number of messages sent per peer. Note that a
peer can send all information on its local state in a single push
message when the number of local item types is less than or equal
to mms value. Our results indicate that for M less than or equal
to the mms value, there is no increase in the number of rounds
to converge and average number of messages since a peer can
always send all state information about its local content in a single
push message. On the other hand, when the number of local item
types gets larger than mms, then a peer can send information about
min (current number of local items, mms) items in a push message.
Recall that if the ui item is among those uniformly randomly chosen
items, the convergence rule is applied normally. Otherwise, atomic
pairwise averaging is performed but the convergence rule is not
applied. Therefore, as M gets larger than mms as shown in Fig. 15,
the increase in convergence time (and hence average number of
messages) is expected, since the probability of choosing the ui
item to send in a push message decreases as the number of local
item types at a peer increases. Besides, in these experiments, as M
increases the relative error percentage stays stable and is measured
on average as 1%. Thus, ProFID is able to provide the same level of
accuracy with the increasing number of item types.
In general, if the item type corresponds to a group of items
such as file types, or files having a size in a specific range, then
the number of item types M will be limited in the system. On the
other hand, when M gets larger (i.e. in the order of thousands) an
adaptation is needed to make this approach efficient in this case.
For instance, as M gets larger increasing the size of gossip message
(mms) would help in reducing the convergence time.
Threshold mechanisms: We analyze the effect of threshold
mechanisms on ProFID, and compare regular, Lahiri’s, and
centralized threshold using statistical measurements of sensitivity,
specificity, accuracy, positive predictive value (PPV), and negative
predictive value (NPV). Sensitivity is defined as the ratio of actual
frequent items correctly identified as such. Specificity is the ratio
of infrequent items correctly identified as such. Accuracy is the
ratio of correctly predicting whether an item is frequent or not.
PPV is the proportion of items computed as frequent which are
actually frequent, and NPV is the proportion of items computed as
infrequent which are actually infrequent.
The simulated network consists of 1000 peers and 100 items,
and there are 24 actual frequent items whose frequency is above
T (set to 500). For all threshold mechanisms, accuracy results
are satisfactory and as shown in Fig. 16, centered threshold
outperforms other mechanisms in all statistical measurements.
The centered threshold technique performs better since, in ProFID,
estimated frequencies might be more or less than the actual
frequencies of items due to the convergence rule. Therefore, being

Fig. 17. Average number of wrong decisions.

indecisive around the threshold reduces the number of wrong
decisions. This is why the centered threshold mechanism gives the
minimum number of false decisions as depicted in Fig. 17.
7.3. Comparison with adaptive Push-Sum
In ProFID, peers use a push–pull based gossip aggregation
scheme, which means peers both send their state and request
others’ states. Another approach would be to use a push-based
gossip protocol for aggregation as proposed in [13]. In this case,
peers choose other peers just to send their local states. We have
compared ProFID with the adaptive Push-Sum approach to observe
different gossip-based approaches as a solution to the frequent
item discovery problem.
7.3.1. Adaptive Push-Sum protocol
In order to compute aggregates of items, the Push-Sum
protocol [13] assumes that all peers are aware of all items in the
network, which is not practical for the case of the FID problem.
For this reason, we developed an adaptive Push-Sum protocol by
modifying the Push-Sum algorithm and included the convergence
rule in order to adapt it to the FID problem. Then, we have
implemented the protocol on PeerSim.
In the Adaptive Push-Sum protocol, at time t, each peer keeps
a sum value st ,i with initial value xi , and a weight wt ,i with initial
value 1. At the beginning, each peer sends (s0,i , w0,i ) pair to itself.
Then each peer i follows the protocol given in Algorithm 4 that
takes items which arrived in the previous round as input and adds
up all values (
sr ) and weights (w
r ) separately (lines 1–2). Whenever
a peer pi receives a message ( 12 st ,j , 21 wt ,j ) about an item it has not
been aware before, it adds one to its total weight (lines 3–4). This
means that if a peer is informed about the item first time at time t,
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Fig. 18. Comparison: convergence time.
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Fig. 19. Comparison: message complexity.

that peer pretends to send the item (with st ,i = 0, wt ,i = 1) only
to itself at time t in order to satisfy the mass conservation for both
s and w . Then, the peer sends half of its total value and weight to
itself and randomly chosen neighbors (lines 5–6). Finally, the peer
s
calculates the average estimate of this round as wt ,i (lines 7–8).
t ,i

In general (fanout > 1), peers choose either a single target or
multiple targets and send pairs as described in Eq. (19) to each
target peer (note that for fanout = 1, it corresponds to the case
in Algorithm 4):



1
fanout + 1

s t ,i ,

1
fanout + 1


w t ,i .

(19)

Algorithm 4: Adaptive Push-Sum Protocol

1
2
3
4
5
6

Input: prevIncomingPairs: all incoming pairs at time t-1
Output: estimate: estimate of aggregate at time t
(ŝr ,ŵ
r )=prevIncomingPairs;

st ,i = r ŝr , wt ,i = r ŵr
if item is encountered first time then
wt ,i = wt ,i +1
target=chooseUniformlyAtRandom()
send( 21 st ,i , 12 wt ,i ) /*to yourself and target*/
s

7

estimate= wt ,i

8

return estimate

t ,i

Fig. 20. Comparison: accuracy.

realistic churn. We propose an adaptation to APA in order
to overcome problems originating from peer dynamics and to
improve its convergence speed under churn.
Fig. 21 depicts the state of a peer during APA to better illustrate
the peer actions. In order to deal with churn, we modified APA
to make it aware of the dynamic nature of the network. For this
purpose, we consider the cases in which a peer leaves the system
(or fails) in the middle of the APA operation as described next.

• If a peer leaves the system after sending a push message, there is
7.3.2. Comparative results
We compared the ProFID and Adaptive Push-Sum algorithms
in terms of message complexity, convergence time and accuracy.
As depicted in Fig. 18, ProFID converges faster than the Adaptive
Push-Sum algorithm in all different fanout values. The significant
difference in those algorithms is that ProFID increments/resets
convLimit after each incoming message, whereas the Adaptive
Push-Sum algorithm does this operation after each round since
the aggregate is updated once in each round. Fig. 19 shows that
ProFID is at least as efficient in terms of message complexity
for all cases. It can also be concluded that Adaptive Push-Sum is
more sensitive to fanout in terms of message complexity. ProFID
also gives more accurate results when compared to the Push-Sum
protocol as depicted in Fig. 20.
8. Resilience under realistic churn
In this section, we focus on the resilience of the gossipbased atomic pairwise averaging (APA) algorithm of ProFID under

nothing to handle. Note that this case will decrease the accuracy
because only one side of the gossip updates the local state.
• If a peer leaves the system after receiving a push message or just
before sending the pull message, the state is not updated.
• If a peer leaves the system after sending the pull message,
then there is nothing to perform. The gossiping operation
is completed successfully if the pull message reaches the
destination peer.
• If a peer leaves the system after receiving the pull message, it
updates the state before leaving, otherwise accuracy decreases
due to an update only on one side.
In APA, peers do not consider neighbors’ ON/OFF state
information before communicating. Therefore, when it starts an
averaging operation with an OFF neighbor, it waits for a reply and
timeout occurs. In this case the peer just waits and cannot perform
any operation. In order to solve this problem, an adaptation is made
to the APA algorithm such that a peer checks the neighbor state. If
the neighbor state is ON, then it can choose it as the gossip target,
otherwise it chooses another peer which is in the ON state. If states
of all neighbors are OFF, the peer fails to send a gossip message.
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Table 6
Churn parameters.
State

Distribution

Parameters’ default values

ON
OFF

F (x) = 1 − (1 + x/βi )αi
G(x) = 1 − (1 + x/βi )αi

α = 3, β = 2
α = 3, β = 4

Fig. 21. Peer state diagram.

8.1. Experimental settings
We conducted several experiments in PeerSim [10] to analyze
the impact of churn. We used Affluenza [44] to generate realistic
churn scenarios based on the Yao model [45]. In order to include
the churn model in PeerSim, we developed a module that takes
the availability trace (AVT) file as an input. We used shifted Pareto
distribution for ON/OFF durations to produce heterogeneous users.
Distributions for ON and OFF durations have default values of
parameters given in Table 6. Note that while setting parameters,
we considered the mean of the shifted Pareto, which is βi /(αi −
1). The mean ON duration is set to 1 s which is the length of
a round [15]. The mean OFF distribution is set to 2 to comply
with the model [45] in which the mean OFF duration is twice the
mean ON duration. Moreover, in our simulations, peers don’t leave
the network permanently. They change states based on ON/OFF
distributions. Link delays are uniformly distributed between 2 and
100 s and independent of each other. For a 1000-peer network,
Fig. 22(a) depicts the frequency distribution of items at peers which
is power-law with exponent α = 2. We use a Barabasi–Albert
topology with m = 5 where m is the number of nodes that a new
peer is connected to when entering the network [39]. For large
networks (N > 1000), average degree becomes twice m. Therefore,
while setting m we aim at getting an average peer degree around
10 as commonly used in the literature [40,41]. Fig. 22(b) depicts
the peer degree distribution.
While calculating the overall error of the algorithm, the average
of all individual peers’ error is calculated. Error at a peer pi is
computed as follows:
Error (%) = 100

|estimationi − actual|
actual

.

(20)

Fig. 23. Scalability in terms of convergence time.

8.2. Effect of churn on convergence time
Fig. 23 depicts how churn affects the convergence time of both
APA and adaptive APA. In order to make the effect of churn clear,
static topology results are also included in the graph which can
be considered as the optimal result because all peers are always
active and exchanging data until convergence. As expected, churn
increases the convergence time of APA since peers in the OFF state
cannot contribute to the averaging operation and churn behavior
causes delay in the convergence. In adaptive APA, a peer searches
for an ON neighbor for initiating an atomic pairwise averaging
operation, while APA chooses a random neighbor and tries to
communicate with it. If the neighbor is OFF, it cannot initiate an
averaging operation in that round (assuming that fanout = 1) and
convergence speed slows down.
8.3. Churn and convergence parameters
There are two convergence related parameters of ProFID,
namely ε and convLimit. We conducted experiments to analyze the
effect of convergence parameters on error and convergence time.
Fig. 24(a) shows that increasing ε causes an increase in error, which
is expected because the larger the ε , the faster the convergence.
Tradeoff between convergence time and error on varying ε can be

Fig. 22. Distribution (a) local frequency and (b) peer degree.
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Fig. 24. Effect of ε on (a) error and (b) convergence time.

Fig. 25. Effect of convLimit on (a) error and (b) convergence time.

seen when Fig. 24(a) and (b) are considered together. Fig. 24(a)
also reveals that churn increases the error. The reason might
be peers that leave the network in the middle of the averaging
operation. In this case, asymmetric update occurs and only one
side of communicating peers updates the local frequency, which
increases estimation errors. As depicted in Fig. 24(b), convergence
time also increases with churn. The reason is that OFF peers don’t
contribute to the convergence until they are ON again. When
they are ON, they continue with the saved state and perform the
averaging operation with neighbors.
The convLimit parameter also directly affects error and convergence time. Fig. 25(a) and (b) illustrate the tradeoff between convergence time and error. As opposed to ε , the larger the convLimit,
the less the error because each peer needs to satisfy the epsilon
condition in more consecutive rounds to converge. This tighter
condition also delays the convergence as seen in Fig. 25(b). The
difference between convergence time of adaptive APA and APA in
Figs. 24(b) and 25(b) is due to the difference in peer behaviors. In
adaptive APA, a peer does not give up when the gossip target is
OFF, so informally a peer in adaptive APA is more eager to gossip
than a peer in APA. Furthermore, Figs. 24(a) and 25(a) depict that a
slight increase is observed in error in adaptive APA in comparison
to APA. Even though a peer is more eager to gossip, there is always
a probability of asymmetric update risk in gossiping due to churn.
Therefore, waiting for the next round instead of searching for an
ON peer eliminates the risk of asymmetric update. However, this
obviously increases the convergence time.

8.4. Comparison with Push-Sum
In this section, a well-known gossip based aggregation technique named Push-Sum will be compared with adaptive APA in
terms of message cost and accuracy under a realistic churn model.
As opposed to APA, Push-Sum uses a push-based gossiping, which
means peers choose neighbors just to send their local state. They
do not wait for a pull message as in the case of push–pull based
gossiping. An adaptation is proposed for the Push-Sum algorithm
in study [13]. It also copes with churn by considering the neighbors’ state. If the target neighbor is OFF, the peer sends the gossip
message to itself. On the contrary, in adaptive APA, another gossip
target is chosen.
In order to have a fair comparison, we apply the same
convergence rule to the Push-Sum algorithm. Moreover, we
assume that if a peer does not have an item, its local frequency
is set to 0. Fig. 26(a) depicts that Push-Sum needs twice as many
rounds as adaptive APA. This can be explained by the difference
in gossiping types. Adaptive APA uses push–pull based gossip, so
both ends of pairwise communication update their local states. On
the other hand, Push-Sum uses push based gossip in which only
one end updates its local state. Therefore, adaptive APA performs
twice as many local state updates as Push-Sum in a single round.
Message costs of adaptive APA and Push-Sum are almost equal
as depicted in Fig. 26(b). This can be explained by considering
Fig. 26(a) and (b) together. It is depicted in Fig. 26(a) that adaptive
APA converges twice as fast. On the other hand, adaptive APA
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Fig. 26. Push-Sum vs adaptive APA: (a) convergence time and (b) average gossip messages sent per peer.

Fig. 27. (a) Estimated system size, (b) accuracy of PlaFID and (c) accuracy of adaptive Push-Sum.

sends twice as many messages as Push-Sum in each round. The
reason is again the difference in gossiping type. Push-Sum uses
one way communication, whereas adaptive APA uses two way
communication during a single pairwise aggregate operation.
Therefore, they cancel each other and average messages sent per
peer in adaptive APA and Push-Sum become equal. Hence, it can be
concluded that aggregation can be computed with adaptive APA in
fewer numbers of rounds with almost equal message cost.
9. Network dynamics on the PlanetLab
We develop and deploy our protocol on the Internet-scale
research network PlanetLab. This deployment is named as PlaFID.
To the best of our knowledge, this is the first study that provides a
real network deployment and comparative analysis of a practical
FID protocol for unstructured P2P systems. We evaluate the
performance of PlaFID, and compare it with the adaptive PushSum protocol as well. We also use the threshold parameter T
used to differentiate frequent items from infrequent items. The
effects of different threshold mechanisms on accuracy have been
analyzed. For this purpose, we use centered threshold, Lahiri and
Tirthapura [24] threshold and regular threshold techniques. Each
data point in the graphs shows the average of 20 runs.
Fig. 27(a) illustrates the change of estimated system size for a
network consisting of 150 peers in the last 9 rounds before peers
are converged. We can see that the estimated system size reaches
a stable value for almost all peers in the last 5–6 rounds. Fig. 27(b)
and (c) show the percentage of correctly predicting whether an
item is frequent or not in various networks (up to 200 peers) using
different threshold mechanisms for PlaFID and adaptive Push-Sum

respectively. In all threshold mechanisms, PlaFID achieves high
accuracy (more than 90% for all system sizes) meaning that the
percentage of wrong decisions is very low when compared to
correct decisions. On the other hand, adaptive Push-Sum achieves
slightly lower accuracy (more than 88% for all system sizes) in
comparison to PlaFID in all experiments, even this is possible at the
cost of higher number of rounds and messages as described next.
Fig. 28(a) shows that PlaFID converges faster than the Adaptive
Push-Sum algorithm in all different system sizes. These results
confirm the scalability of our system in terms of time needed for
convergence. For example, in 200-peer scenarios PlaFID converges
in 22 rounds and adaptive Push-Sum in 37 rounds. The significant
difference in those algorithms is that PlaFID increments/resets
convLimit after each incoming message, whereas the Adaptive
Push-Sum algorithm does this operation after each round since the
aggregate is updated once in each round. In fact, our results agree
with the O(log N ) time complexity of epidemic dissemination [43].
Fig. 28(b) illustrates the number of messages sent per peer for
different system sizes. These results show that PlaFID is more
efficient than adaptive Push-Sum in terms of message complexity.
Fig. 28(c) gives relative error percentages as the system size scales
up. In all these scenarios, PlaFID outperforms adaptive Push-Sum
in terms of accuracy, and gives more accurate results.
10. Conclusions and future work
We proposed a practical protocol named ProFID for discovering frequent items in P2P networks. In contrast to the prior works,
ProFID uses atomic pairwise averaging with gossip-based aggregation. It is fully distributed, uses local peer information with neighborhood knowledge only, and also offers a convergence rule for
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Fig. 28. (a) Number of gossip rounds needed to converge, (b) number of messages sent per peer and (c) relative error percentage.

efficiently approximating system wide averages of data items. We
have developed the simulation model, and evaluated the behavior and performance of ProFID through extensive large-scale distributed scenarios (up to 30,000 peers) on PeerSim. First, we have
studied the atomic pairwise function in terms of its efficiency in
approximating averages of items. Then, we have evaluated the protocol by considering several metrics such as epsilon, convergence
limit, fanout, number of rounds, and messages sent per peer. For
comparison, we have developed the well-known Push-Sum protocol [13] by adapting it to the problem of frequent items discovery
and practical P2P network settings. The results confirm the practical nature, ease of deployment and efficiency of our approach.
Furthermore, we developed an adaptive APA mechanism which
copes with churn by keeping track of neighbors’ ON/OFF states. We
have shown that adaptive APA converges faster than APA with a
slight increase in error due to asymmetric update originating from
churn. Moreover, we have shown that adaptive APA converges
twice as fast as Push-Sum with almost equal message cost. We
also investigated the effect of network dynamics by our protocol
deployment PlaFID on the Internet-scale distributed network
PlanetLab. Experimental results and comparisons show that PlaFID
is very efficient in terms of accuracy, time needed for convergence
and message overhead.
Setting convergence parameters in a real application requires
adaptive mechanisms depending on several factors such as item
frequency distribution, overlay network topology, and network
size. Determining optimal parameter values using real application
data, and an extensive theoretical analysis would be a future research direction. As another future research, we aim to study energy consumption of FID solutions for P2P systems, model ProFID’s
energy cost, and offer methods to improve its energy efficiency.
For this purpose, methods for compressing gossip messages, using low bandwidth, and less local computation/storage would be
developed.
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